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Abstract

The lack of standardized benchmarks for reinforcement learning (RL) in sustain-
ability applications has made it difficult to both track progress on specific domains
and identify bottlenecks for researchers to focus their efforts on. In this paper, we
present SustainGym, a suite of two environments designed to test the performance
of RL algorithms on realistic sustainability tasks. The first environment simulates
the problem of scheduling decisions for a fleet of electric vehicle (EV) charging
stations, and the second environment simulates decisions for a battery storage
system bidding in an electricity market. We describe the structure and features
of the environments and show that standard RL algorithms have significant room
for improving performance. We discuss current challenges in introducing RL to
real-world sustainability tasks, including physical constraints and distribution shift.

1 Introduction

While reinforcement learning (RL) algorithms have demonstrated tremendous success in applications
ranging from game-playing, e.g., Atari and Go, to robotic control [1–3], most RL algorithms continue
to only be benchmarked on toy environments—e.g., OpenAI Gym [4]. These toy environments
generally do not have realistic physical constraints, nor realistic environmental shifts over time. This
realism gap limits our ability to reliably deploy off-the-shelf RL algorithms in real-world systems.

Developing better RL algorithms to address these challenges requires a means of empirically bench-
marking and comparing the performance of different algorithms in real-world settings. Our inspiration
comes from progress in supervised machine learning (ML), where widespread adoption of break-
through techniques were fueled by large datasets with standardized benchmarks, such as ImageNet
for computer vision [5] and the GLUE benchmark for natural language processing [6]. More recently,
many supervised learning datasets have been created to address specific real-world sustainability
challenges, such as monitoring global progress towards the sustainable development goals [7].

In this work, we introduce SustainGym, a new test bed of RL environments that realistically model
real-world sustainability settings. The initial release of SustainGym is comprised of two environments
(with more environments to be added in the near future):

• EVChargingEnv models the problem of scheduling electric vehicle (EV) charging to meet
user needs while minimizing CO2 emissions.

• ElectricityMarketEnv models a grid-scale battery storage system bidding into the elec-
tricity market to generate profit (through price arbitrage) and reduce CO2 emissions.

Prior related work include ConservationGym for ecological applications [8], PowerGridWorld for
power systems [9], and CityLearn for demand response and urban energy management [10], among
others. RL environments and algorithms for both EV charging [11–13] and electricity markets
[14–16] have also been explored. Compared to these prior work, the unique aspects of SustainGym
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Figure 1: EV arrival vs. departure times for the Caltech EV charging network. Historical data is in
blue, and log-likelihood contours from a 30-component GMM are in orange. The distribution of EV
arrival and departure times changed noticeably between 2019 (pre-COVID) to 2020.

are its focus on tracking estimated CO2 emissions and its ability to test RL algorithms on challenging
distribution shifts (see Figures A3 and A6). We expect SustainGym to serve as a benchmark for the
progress of RL algorithm development for real-world sustainability applications.

Empirically, we find that standard off-the-shelf RL algorithms have mixed performance on Sus-
tainGym. Furthermore, we show how distribution shifts may reduce the performance of these RL
algorithms, demonstrating a need for more robust algorithms. Finally, comparisons against non-RL
baselines and oracles show that RL has significant room for improvement.

Due to page constraints, the main text of this paper summarizes key design choices and experimental
observations for SustainGym. Details (including an extended related works section) can be found in
Appendix A. Code and instructions for using SustainGym can be found on GitHub.1

2 Environments

This section summarizes design choices of the two environments included with the initial release
of SustainGym. Both environments impose a cost on the simulated CO2 emissions induced by the
actions of an agent as a result of changes in electricity consumption. Our environments use data
on California’s historical marginal operating emissions rate (MOER, in kgCO2/kWh), which is the
increase in CO2 emissions per increase in energy demand. The MOER at time t is denoted mt ∈ R+,
and the forecasts generated at time t for the next k time steps are denoted m̂t:t+k−1|t ∈ Rk. By
default, we use k = 36. We impose a price PCO2 (in $/kgCO2) on emissions generated by an agent.

2.1 EVChargingEnv

EVChargingEnv uses ACNSim [11] to simulate the charging of electric vehicles (EVs) based on
actual data gathered from EV charging networks between fall 2018 and summer 2021 [17, 18].
ACNSim is a digital twin of actual charging networks at Caltech and JPL, taking into account
nonlinear battery charging dynamics and unbalanced three-phase AC power flows, and is thus very
realistic. The Caltech and JPL networks have n = 54 and 52 charging stations (abbrv. EVSEs,
Electric Vehicle Supply Equipment), respectively. When drivers charged their EVs, they provided an
estimated time of departure and amount of energy requested. Thus, each charging session includes
time of EV arrival, estimated departure, actual departure, energy delivered, and EVSE ID.

Each episode starts at midnight and runs for 24 hours, with 5-minute time step intervals. EV arrival
and departure events are discretized to these 5-minute intervals (T = 288, τ = 5/60 hours). At every
time step, an agent decides the charging rates (a.k.a. “pilot signals”) for each EVSE to be executed
for the duration of that time step. That is, a single agent simultaneously controls all n EVSEs.

EVChargingEnv supports real historical data as well as data sampled from a 30-component Gaussian
Mixture Model (GMM) fit to historical data. We fitted GMMs to 4 disjoint historical periods, as
defined in [19]. Figures 1 and A4 show the distribution of arrival and departure times.

Observation Space. An observation at time t is s(t) = (t, d, e,mt−1, m̂t:t+k−1|t). t ∈ Z+ is the
fraction of day between 0 and 1, inclusive. d ∈ Zn is estimated remaining duration of each EV (in
# of time steps). e ∈ Rn

+ is remaining energy demand of each EV (in kWh). If no EV is charging

1https://github.com/chrisyeh96/sustaingym/
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at EVSE i, then di = 0 and ei = 0. If an EV charging at EVSE i has exceeded the user-specified
estimated departure time, then di becomes negative, while ei may still be nonzero.

Action Space. The action space is continuous a(t) ∈ [0, 1]n, representing the pilot signal nor-
malized by the maximum signal allowed M (in amps) for each EVSE. Physical infrastructure in a
charging network constrain the set At of feasible actions at each time step t [18]. Furthermore, the
EVSEs only support discrete pilot signals, so At is nonconvex. To satisfy these physical constraints,
EVChargingEnv can project (A1) an agent’s action a(t) into the convex hull of At and round it to
the nearest allowed pilot signal, resulting in final normalized pilot signals ã(t). ACNSim processes
ã(t) and returns the actual charging rate Mā ∈ Rn

+ (in amps) delivered at each EVSE, as well as the
remaining demand ei(t+ 1).

Reward Function. The reward function is a sum of three components: r(t) = p(t)−cV (t)−cC(t).
The profit term p(t) aims to maximize energy delivered to the EVs. The constraint violation cost
cV (t) aims to reduce physical constraint violations and encourage the agent’s action a(t) to be in
At. Finally, the CO2 emissions cost cC(t), which is a function of the MOER mt and charging action,
aims to reduce emissions by encouraging the agent to charge EVs when the MOER is low.

2.2 ElectricityMarketEnv

ElectricityMarketEnv simulates a realtime electricity market with 5-minute settlements. The
default environment consists of 10 dispatchable generators and 5 battery storage systems, all of which
submit bids to the market operator (MO) at every time step. Based on the bids, the MO solves the
economic dispatch problem (A3) which determines the price and amount of electricity purchased
from (or sold by) each generator and battery to meet realtime electricity demand. Each episode runs
for 1 day, with 5-minute time intervals (T = 288, τ = 5/60 hours). The agent controls one of the
battery systems and is rewarded for submitting bids that result in charging (buy) when prices are low,
and discharging (sell) when prices and CO2 emissions are high, thus performing price arbitrage.

While ElectricityMarketEnv is a simplification of real-world electricity markets, the parameters
of the environment’s generators and battery systems and the historical electricity demand and forecasts
are obtained from actual systems within California. In this regard, ElectricityMarketEnv serves
as a minimum test-bed for RL algorithms, as a real-world electricity market is significantly more
complex (e.g., featuring congestion constraints).

Observation Space. An observation is s(t) = (t, e, a(t− 1), xt−1, pt−1, lt−1, l̂t,mt−1, m̂t:t+k|t).
t ∈ Z+ is the time step in [0, 288]. e ∈ R+ is the agent’s battery energy level (in MWh). a(t− 1) ∈
R2

+ is the previous action. xt−1 ∈ R is the previous dispatch (in MWh) asked of the agent, and
pt−1 ∈ R is market clearing price from the previous step (in $/MWh). lt−1 ∈ R is energy demand
from the previous step (in MWh). l̂t ∈ R is estimated net demand for this step (in MWh).

Action Space. Each agent action is a bid a(t) = (ac, ad) ∈ R2
+, representing prices ($/MWh) that

the agent is willing to pay (or receive) for charging (or discharging) per MWh of energy, at time
step t. Bids for other generators and battery systems are sampled randomly by the environment.
The environment solves the optimal dispatch problem (A3) to determine the electricity price pt (in
$/MWh) and the agent’s dispatch xt ∈ R, which is the amount of energy (in MWh) that the agent is
obligated to sell into or buy from the grid within the next time step. The dispatch in turn determines
the storage system’s next energy level. We also provide a wrapper that discretizes the action space
into 3 actions only: charge, do nothing, or discharge.

Reward Function. The reward function is a sum of three components: r(t) = rR(t)+rC(t)−cT (t).
The revenue term rR(t) = ptxt is the immediate revenue from the dispatch. The CO2 emissions
reward term rC(t) = PCO2mtxt represents the price of CO2 emissions displaced or incurred by the
battery dispatch. The terminal cost cT (t), which is nonzero only when t = T , encourages the battery
to have the same energy level at the end of the day as when it started. We also provide an option to
delay all reward signals until the terminal time step (intermediate rewards are set to 0).

3 Experimental Results and Discussion

We trained RL agents using implementations of PPO [20], A2C [21], SAC [22], and DQN [1]
provided in Stable-Baselines3 [23]. For EV charging, we also tested a non-deep learning controller
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Figure 2: Returns from controllers evaluated on (left) EVChargingEnv and (right)
ElectricityMarketEnv. For EVChargingEnv, algorithms are tested on actual data from Summer
2021 with discrete actions. A2C, SAC, and PPO were trained on artificial data sampled from GMM
models fitted to Summer 2019 (“out dist”) or Summer 2021 (“in dist”). For ElectricityMarketEnv,
algorithms were evaluated on data from May 2021 with all rewards delayed until the terminal step.
Thus, models trained on May 2019 data are out-of-distribution.

based on model predictive control (MPC, (A2)) and found that a 3-step lookahead window was
optimal. For ElectricityMarketEnv, we implemented an offline “oracle” algorithm (A4) that
provides an upper-bound on the best return achievable by any controller.

The results (Figures 2, A5, A8 and A9) show that these environments are challenging for off-the-shelf
RL algorithms. The EV charging environment tests RL algorithms’ ability to learn to handle physical
system constraints. Anecdotally, we found that RL agents trained with a constraint violation cost did
learn to minimize constraint violations, but such agents achieved returns no better than random. We
also tested projecting RL actions into the feasible set during training (Figure 2 left), which boosted
RL performance slightly above random. This suggests that more recent state-of-the-art RL algorithms
such as the PROF method [24], designed to explicitly handle convex constraints in neural policies,
may be able to achieve even better performance. We plan to explore this for future work.

For the electricity market environment, we observed that RL algorithms trained with discrete actions
and delayed rewards significantly outperformed any algorithms trained with either continuous actions
or intermediate rewards (Figures 2 and A9). Algorithms trained with continuous actions or interme-
diate rewards only learned to greedily discharge and thus incurred a large terminal cost, even with
a discount factor near 1 (γ = 0.9999). For discrete action spaces, we also noticed a large drop in
performance under distribution shift for both DQN and PPO (Figure 2 right).

For future work, we are investigating other possible reward functions, such as those explored in
[15, 18], to help RL agents learn better policies on our environments. We also plan on extending our
environments to the multi-agent RL setting and incorporating additional environments.

In conclusion, we have designed two RL environments that aim to realistically model the EV charging
scheduling and the grid-scale battery storage bidding problems. We show that standard RL algorithms
may only perform well under specific environment settings, and some algorithms perform worse under
distribution shift than others. We hope that SustainGym inspires more RL research into algorithms
suitable for real-world sustainability tasks and challenges.
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A Appendix

A.1 Related Works

EV charging. Simulators for EV charging stations have been widely studied globally. [13] surveyed
51 EV charging environments and found that existing environments included a range of objectives
(profit, waiting time, load balancing, grid losses, etc.) and a number of constraints (battery, charging,
EV owner, transformer load, etc.). However, of these 51 surveyed environments, only one [25]
investigated CO2 emissions, but only in the context of EV charging paired with ride-sharing services.
Two other commonly used simulators, Chargym [12] and ACN-Sim [11], do not incorporate CO2

emissions either. By building on top of ACN-Sim, SustainGym’s EVChargingEnv is the first EV
charging RL environment that we know of to explicitly include marginal CO2 emissions in its reward
function.

Battery systems and electricity markets. A number of works have explored the performance of
RL algorithms for controlling grid-scale battery storage systems. [14] considers a Q-learning agent
that learns charging and discharging decisions to perform price arbitrage, while [15] demonstrates
improved performance from using policy gradient algorithms and a novel reward function. [16] also
uses Q-learning and specifically aims to model the effect of battery degradation. However, these
three works make a price-taking assumption, where the decisions of the RL agent do not affect
the market clearing price. This simplifies the RL environment significantly by removing the need
to implement a market clearing mechanism, but it does not accurately capture real-world market
operations. As we demonstrate in Figures 2 and A9, removing the price-taking assumption may
significantly increase the difficulty of the RL environment. (See further discussion in the section on
the Oracle for ElectricityMarketEnv.)

Especially in markets with congestion or a small number of bidders, individual bids can and do affect
electricity market prices. A small number of previous works [26, 27] do model the market bidding
process, which SustainGym’s ElectricityMarketEnv does as well.

As with existing EV charging environments, we are unaware of any existing environments for battery
systems in electricity markets that consider marginal CO2 emissions, even though some actual energy
markets such as CAISO already require that market participants incorporate greenhouse gas (GHG)
compliance costs in their bids.2 ElectricityMarketEnv is the first RL environment modeling an
electricity market that we know of to explicitly price CO2 emissions in the reward function.

We note that a different line of research studies the role of RL for more efficiently solving the
economic dispatch problem [28, 29]. These works are different from ElectricityMarketEnv in
that they are focused on RL algorithms to help the market operator reach a particular objective, as
opposed to helping market participants directly.

Distribution shift. Common RL environments for benchmarking have stationary dynamics, mean-
ing that the environment does not evolve over time. However, real-world dynamics are constantly
changing. For example, Caltech saw a precipitous drop in EV charging usage at the start of the
COVID-19 pandemic in Spring 2020 (see Figure 1). Our benchmark environments reflect these
nonstationary dynamics, and we test RL agents on their ability to handle such “distribution shifts.”
Existing RL algorithms trained offline are known to suffer from instability under online distribution
shifts [30], making them poorly suited to tackle real-world sustainability settings.

Related to the problem of distribution shift is transfer learning in RL [31], which aims to improve RL
performance on a “target” task by pre-training on one or more “source” tasks. Transfer learning in
RL typically addresses environments where the state and/or action spaces are different between the
target and source tasks (beyond just distribution shift), and transfer learning typically allows some
additional training on the “target” domain. In SustainGym, we simply test the policy learned from
one environment on a new environment without additional training.

Perhaps most related to this setting of distribution shift is robust RL (e.g. [32]) and sim-to-real (e.g.,
[33]). Robust RL algorithms aim to help agents learn robust representations and choose actions that
are robust to disturbances in the state observation and/or environment dynamics.

2
http://www.caiso.com/InitiativeDocuments/Presentation-CurrentFrameworkforGreenhouseGas-GHG-AccountingwithinCAISOMarkets-Costs-Feb22-2022.

pdf
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Figure A3: Log-likelihoods of data from testing periods (y-axis) for GMMs fitted on a training period
(x-axis) using 30 components for the Caltech (left) and JPL (right) sites. A higher score implies a
better fit. In all cases, GMMs scored highest on the period it was trained on. The significant drop in
log-likelihood scores off-diagonal is indicative of distribution shift.

Figure A4: Like Figure 1, but for the JPL charging network.

A.2 Carbon data

We obtained historical MOER and forecasted MOER from the California Self-Generation Incentive
Program (SGIP).3 As the Caltech and JPL EV charging networks (for EVChargingEnv) and our
generators and battery systems (for ElectricityMarketEnv) are located in Southern California,
we used MOER data for the Southern California Edison grid region. For times when MOER values
were unavailable, we used the last-available MOER value.

Furthermore, we impose a price on CO2 emissions of $30.85 / metric ton of CO2, which comes from
the settlement price from California’s Cap-and-Trade auction in May 2022.4 We use PCO2

to denote
this carbon price, converted to units of $/kgCO2.

A.3 EVChargingEnv

Assumptions. In addition to the description given in Section 2.1, EVChargingEnv makes the
following assumptions:

• EVs staying overnight can be ignored. Upon the start of each episode, we assume the garage
is empty. Analysis of historical traces on the adaptive charging network show that at most
12 cars at one time stay through midnight. Because this number is small compared to the

3
https://sgipsignal.com/

4
https://ww2.arb.ca.gov/sites/default/files/2022-05/nc-may_2022_summary_results_report.pdf
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number of stations, we do not expect the assumption of an empty garage at the start of
the day to significantly impact the accuracy of the environment in representing real-world
settings.

• All EVs have identical batteries. Because ACNData does not include data on the model
of each EV, yet ACN-Sim models battery charging dynamics which vary based on battery
capacity, we assume that all EVs contain 100 kWh batteries and come with an initial state
of charge such that if the EV were charged to the amount of the user-requested energy, the
battery would be full. Energies requested over 100 kWh are capped at 100 kWh. We use the
Linear2StageBattery battery model within ACN-Sim.

Feasible action space. Let L denote physical infrastructure resources (e.g., transformers or break-
ers) in the charging network. These infrastructure resources are characterized by (A, ϕ, c, v) where
A ∈ R|L|×n accounts for the charging network layout, ϕ ∈ Rn is the voltage phase angle of each
EVSE, c ∈ R|L| is the capacity limit for each resource, and v ∈ R+ is the EVSE voltage (in kV).
Along with the demand at each EVSE, (A, ϕ, c) defines the time-dependent set of valid actions At.
Lastly, let M = 32 denote the maximum allowed pilot signal (in amps) for each EVSE.

When an agent gives the environment its desired normalized pilot signals a(t) ∈ [0, 1], the projection
into the convex hull of At is performed by solving the following convex optimization problem:

min
â∈Rn

∥a(t)− â∥2 (A1a)

s.t. 0 ≤ âi ≤ 1 ∀i ∈ {1, . . . , n} (A1b)
Mâivτ ≤ ei ∀i ∈ {1, . . . , n} (A1c)∣∣∣∣∣

n∑
i=1

AliMâie
jϕi

∣∣∣∣∣︸ ︷︷ ︸
|Il|

≤ cl ∀l ∈ L (A1d)

Here, j =
√
−1 is the imaginary number and Il is the aggregate current through constraint l ∈ L.

The quantity Mâivτ computes the energy (in kWh) to be charged from EVSE i during the next time
step. The continuous pilot signals Mâ are then rounded (up if fractional part > 0.7, down otherwise)
to the set of discrete pilot signals supported by each EVSE, resulting in the final pilot signals Mã(t).
(We found empirically that the rounding threshold of 0.7 worked well to encourage faster charging
without causing constraint violations.)

Reward function. The profit term p(t) aims to maximize the amount of energy delivered to the
EVs. Let π ∈ R+ denote a fixed marginal profit (in $/kWh) that the EV charging network earns for
each unit of energy delivered and v ∈ R+ be the voltage (in kV) of the charging network. Then,

p(t) = π

n∑
i=1

Māivτ = πMā⊤1vτ

where 1 denotes a vector of all ones. The constraint violation cost cV (t) aims to reduce physical
constraint violations and encourage the agent’s action a(t) to be in At. We penalize violation costs
with a weight λV (in $/kWh), so

cV (t) = λV

∑
l∈L

max{Il(t)− cl, 0}vτ

where Il is the electrical current and cl is the maximum current capacity at resource l. By default, we
set λV = 0.01.

Finally, the CO2 emissions cost cC(t) aims to reduce emissions by encouraging the agent to charge
EVs when the MOER is low. We have

cC(t) = PCO2
mt

n∑
i=1

Māivτ = PCO2
mtMā⊤1vτ
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Model predictive control (MPC). As a baseline non-RL algorithm, we consider a model predictive
control (MPC) controller similar to what is proposed in [18]. Let w ≤ k denote the length of the
lookahead window (up to the number of MOER forecast steps k). Then, at every time step t, the
MPC controller solves the following optimization problem:

max
a0,...,aw−1∈Rn

w−1∑
k=0

(π − PCO2
m̂t+k|t)Mak⊤1vτ (A2a)

s.t. 0 ⪯ ak ⪯ 1 ∀k ∈ {0, . . . , w − 1} (A2b)
w−1∑
k=0

Makvτ ⪯ e (A2c)

aki = 0 ∀i ∈ {1, . . . , n}, k ≥ di (A2d)∣∣∣∣∣
n∑

i=1

AliMaki e
jϕi

∣∣∣∣∣︸ ︷︷ ︸
|Il|

≤ cl, ∀l ∈ L, k ∈ {0, . . . , w − 1} (A2e)

The optimization problem plans pilot signals for the next w time steps to maximize revenue and
minimize forecasted carbon emissions cost. (A2c) ensures that the pilot signals do not over-charge
the EVs. (A2d) prevents charging EVs after their estimated departure times. (A2e) is the usual
infrastructure constraint.

Only the first planned pilot signal Ma0 is used. It is rounded to the set of discrete pilot signals
supported by each EVSE, resulting in the final pilot signal Mã(t). On the next time step, the MPC
algorithm resolves the optimization problem.

Training. To evaluate the performance of our models during training, a two-week subsample, from
July 5th to July 18th, 2021, of the summer 2021 period ([19] was selected as the testing period. We
performed two splits: 1) by RL algorithm (PPO vs. A2C vs. SAC), and 2) training data generated
by GMMs based on out-of-distribution data (summer 2019) vs. in-distribution data (summer 2021).
In each of the four cases, we used action projection during training and testing, eliminating costs of
network violations. Three experiments with different random seeds were trained, with the reward
curve of the best ones presented. Figure A5 shows the reward and its breakdown on the two-week
subsample period. The left plot in Figure 2 shows the test results on the entire summer 2021 period
when training was finished.

A.4 ElectricityMarketEnv

Each episode of ElectricityMarketEnv starts at midnight (Pacific Time) and runs for 1 day. Let
ng be the number of dispatchable generators and let nb be the number of battery storage systems
participating in the market.

Generator and battery dynamics. Each dispatchable generator5 has a fixed maximum generation
rate gmax

i ∈ R+ (in MW), and we assume that the minimum generation rate is 0. (This is not the
most realistic assumption, as many generators are unable to supply energy below some minimum
threshold.) We also assume no ramping constraints. Thus, the market operator is allowed to dispatch
generators up to the maximum generation rate ḡ = gmax.

Each battery has a maximum charging cmax
i ∈ R− and discharging dmax

i ∈ R+ rate (in MW). We
assume that the batteries have symmetric charging and discharging rates, that is, cmax

i = −dmax
i . We

assume that all batteries have the same efficiencies of ηc, ηd ∈ (0, 1] for charging and discharging,
respectively [14]. That is, increasing the battery energy level by 1 MWh requires purchasing 1/ηc
MWh from the grid. Decreasing the battery energy level by 1 MWh supplies the grid with ηd MWh.

5“Dispatchable” means that the generator can be controlled. For example, natural gas generators are
dispatchable, whereas wind and solar systems generally are not.
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Figure A5: These plots show the distribution of daily rewards over a 14-day test period at every
10,000 timesteps during model training. Models were trained 3 times each with different random
seeds for initialization; the training curve for the best model is shown. The solid line is the mean
reward over the 14 days, and the shaded region indicates ± 1 standard deviation. The top row shows
rewards on an out-of-distribution setting, while the bottom row shows rewards in the in-distribution
setting. The daily reward is plotted in green, which is comprised of a profit term (in blue) minus the
carbon cost (in orange). The carbon cost incurred appears to be roughly in proportional to the profit
generated.

Figure A6: Demand and MOER values for May 2019 and 2021, used in ElectricityMarketEnv.
The solid lines are mean values across the 31 days in the month, and the dashed lines show ±1
standard deviation. While the curves have similar patterns, there is still a noticeable distribution shift
between the two years, especially in the early morning and late evening hours.
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Thus, given a dispatch xt, the energy level e of a battery changes as

e←
{
e− xtηc, if xt < 0

e− xt/ηd, if xt > 0.

Each battery has a maximum energy level ēi ∈ R+. Let ei ∈ R+ denote the current energy level of a
battery (in MWh). To prevent over-charging or over-discharging, the market operator is given the
maximum charging and discharging rates

c̄i = max(cmax
i , −(ēi − ei)/(τηc))

d̄i = min(dmax
i , eiηd/τ)

As with the generators, we assume no ramping constraints on the battery systems.

Discretized action space. ElectricityMarketEnv provides a wrapper for discretizing the action
space, with 3 actions: charge, do nothing, and discharge. The corresponding bids for these 3 actions
are:

• Charge: a(t) = (m̄, m̄)
• Do nothing: a(t) = (0.01m̄, m̄)
• Discharge: a(t) = (0.01m̄, 0.01m̄)

Optimal dispatch problem. The optimal dispatch problem refers to the market operator’s task of
deciding which generators and battery systems will be used to meet the energy demand.

Table A1: Notation for optimal dispatch problem.

τ ∈ R+ duration of time step (hours)
ng ∈ N number of dispatchable generators
nb ∈ N number of battery storage systems
ḡ ∈ Rng

+ maximum generation rate (MW) for each generator
c̄ ∈ Rnb

− maximum charging rate (MW) for each battery
d̄ ∈ Rnb

+ maximum discharging rate (MW) for each battery
xg ∈ Rng dispatches (MWh) for each generator
xb ∈ Rnb dispatches (MWh) for each battery
mg ∈ Rng

+ bid prices ($/MWh) of produced energy for generators
mc ∈ Rnb

+ bid prices ($/MWh) of charged energy for batteries
md ∈ Rnb

+ bid prices ($/MWh) of discharged energy for batteries
l ∈ R energy demand (MWh)

A dispatchable generator submits a bid mg
i ∈ R+ (in $/MWh) that represents the price at which

it is willing to sell energy into the market. On the other hand, a battery system can produce and
consume energy, so it submits a bid (mc

i ,m
d
i ) ∈ R2

+ corresponding to the prices at which it is willing
to purchase energy to charge (mc) or sell energy to discharge (md) in the market. These bids describe
piecewise linear “bid curves” (see Figure A7). Since the agent controls the last battery system, the
actions of the agent set the bids (mc

nb
,md

nb
) = (ac, ad).

The bids from battery systems (including the agent) must satisfy 0 ≤ mc
i ≤ md

i ≤ m̄. The
requirement mc

i ≤ md
i comes from the convexity of the bid curve, while m̄ represents a maximum

cost of energy that the market operator is willing to pay.

While actual electricity markets may allow finer-grained specifications of bids, linear and piecewise-
linear bidding strategies cover a large portion of realistic bidding strategies seen in realtime electricity
markets. ElectricityMarketEnv uses these simplified piecewise linear bid curves.

At each time step, the market operator observes an energy demand l ∈ R (in MWh) that it must
meet with appropriate generation. To do so, it solves the following optimal dispatch problem, which
minimizes the cost of electricity generation subject to appropriate constraints:
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Figure A7: (left) A “bid curve” in an electricity market is a function that dictates the cost associated
with a dispatch from the market operator. ad is the slope of the bid curve for discharging energy,
while ac is the slope of the bid curve for charging energy. (right) This is a graphical representation
of the optimal dispatch problem (assuming only generators, no batteries). It shows how the market
clearing price of electricity is determined. The generation bids are arranged from low to high, and the
price of the bid intersecting the current demand determines the market clearing price. Generators
whose bids are at most this price are “dispatched,” meaning they must generate the amount of energy
that they bid for. If the bid price represents the true cost of generation, then the difference between
the market clearing price and the bid price is profit.

min
xg∈Rng , xb∈Rnb

mg · xg +

nb∑
i=1

max(md
i x

b
i , m

c
ix

b
i ) (A3a)

s.t.
ng∑
i=1

xg
i +

nb∑
i=1

xb
i = l (A3b)

0 ⪯ xg ⪯ ḡτ (A3c)

c̄τ ⪯ xb ⪯ d̄τ (A3d)

The values of the optimization variables xg ∈ Rng , xb ∈ Rnb are the “dispatch,” which is the amount
of energy (in MWh) that each generator or battery is obligated to supply in the next time interval.

The market clearing price p—that is, the price of electricity paid to all generators and discharging
batteries (and paid by battery systems, if charging)—is the Lagrange multiplier associated with the
supply-demand balance constraint (A3b).

Default environment values. By default, ElectricityMarketEnv is comprised of ng = 10
dispatchable generators and nb = 5 battery storage systems, shown in Tables A2 and A3. These
power plants were randomly selected from the list of power plants available on the California Energy
Commission website.6 Generators were selected only from among the Southern California Edison
(SCE) utility, while battery systems were selected from the Southern California region. Charging and
discharging efficiencies were set to ηc = ηd = 0.95, which yields a 90.25% round-trip efficiency,
which is in line with modern lithium ion battery storage systems.7

The last battery storage system (i.e., the Escondido Energy Storage system) is what the environment
allows the RL agent to submit bids for.

The bid prices for all generators and batteries (excluding the one controlled by the agent) are sampled
randomly via the following procedure. At the start of each episode, each generator and battery

6
https://cecgis-caenergy.opendata.arcgis.com/datasets/4a702cd67be24ae7ab8173423a768e1b_0/explore, accessed on July 28,

2022.
7
https://www.tesla.com/sites/default/files/pdfs/powerwall/Powerwall2_AC_Datasheet_en_northamerica.pdf.

14

https://cecgis-caenergy.opendata.arcgis.com/datasets/4a702cd67be24ae7ab8173423a768e1b_0/explore
https://www.tesla.com/sites/default/files/pdfs/powerwall/Powerwall 2_AC_Datasheet_en_northamerica.pdf


Table A2: Dispatchable Generators

Name Rate gmax (MW) Fuel

Kern River 3 36.8 hydropower (WAT)
Chino Cogeneration 31.19 natural gas (NG)
Bishop Creek 5 3.8 hydropower (WAT)
San Dimas Hydro Recovery Plant 9.92 hydropower (WAT)
Barre Peaker 49 natural gas (NG)
Delano Energy Center LLC 49.9 natural gas (NG)
Puente Hills Energy Recovery 50 landfill gas (LFG)
Mammoth Pacific II 15 geotheormal (GEO)
EF Oxnard Inc. 48.5 natural gas (NG)
Ellwood Generating Station 56.7 natural gas (NG)

Table A3: Battery Storage Systems

Name Rate dmax (MW) Capacity ē (MWh)

AltaGas Pomona Energy Storage 20 80
El Centro Generating Station BESS 29.7 20
Eastern BESS 1 7.5 30
Glendale Battery Energy Storage (G2BESS) 2 0.95
Escondido Energy Storage 30 120

samples a “base” generation bid price m̂g
i

iid∼ Uniform(50, 150) and m̂d
i

iid∼ Uniform(50, 100). For
batteries, the “base” charging bid price is n̂c = 0.75× m̂d. By default, these base prices are used as
the actual bid prices, e.g., mg = m̂g . However, the environment also provides an option to randomly
scale each base price at every time step by factors sampled from Uniform(0.8, 1.25) to determine the
actual bid prices (mg,md,mc). To maintain convexity of the bid curves after scaling, md is always
modified as md ← max(mc,md) where the max is applied element-wise. The maximum price that
the market operator is willing to pay is set as m̄ = 1.25×maxi m̂

d
i .

Oracle. To understand the performance of RL controllers, we compared them to an all-knowing
“oracle” which sets an upper-bound on the performance of the best possible controller. The oracle
decides on charging/discharging behavior as follows. First, it solves the optimal dispatch problem to
compute prices pt that correspond to what would occur if the agent did not participate in the market.
This is done by constraining the agent’s dispatch to be zero: xb

nb
= 0. Next, the oracle optimizes over

all charging and discharging decisions, solving the arbitrage maximization problem adapted from
[14]:

Oracle(e0) := max
c,d∈RT

T∑
t=1

(pt + PCO2
mt)

(
ηddt −

1

ηc
ct

)
(A4a)

s.t. 0 ≤ e0 +

t∑
j=1

(cj − dj) ≤ ē ∀t = 1, . . . , T (A4b)

ē

2
≤ e0 +

T∑
t=1

(ct − dt) (A4c)

0 ⪯ c ⪯ − 1

ηc
c̄nb

τ (A4d)

0 ⪯ d ⪯ ηdd̄nb
τ (A4e)

Here, e0 ∈ [0, ē] is the initial energy level of the battery. At time t, ct is the amount of energy
charged into the battery, and dt is the amount of energy discharged. The constraint (A4b) constrains
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the battery’s energy level to between 0 and ē, (A4c) ensures that the battery ends with its battery
half-charged, and (A4d)-(A4e) bound the charging and discharging rates at time t.

The objective aims to maximize profit from arbitrage. Note that xt := ηddt − ct/ηc can be thought
of as the dispatch. Splitting up this dispatch into separate charging ct and discharging dt components
makes sense because in the optimal charge and discharge profiles {c∗t , d∗t }Tt=1, at least one of c∗t or
d∗t is 0 at every time t [14].8

The oracle’s objective is an upper bound on the return achievable by any controller, for two reasons.
First, the oracle makes a price-taking assumption, meaning that its decisions do not affect the energy
market clearing price pt. In contrast, whenever an agent bids into the market, its price would be
the same or worse. If the agent is discharging energy, the clearing price will be at most the price
without the agent; likewise, if the agent purchases energy from the market, the clearing price will
be at least the price without the agent. Second, the oracle has the flexibility to choose a particular
charging/discharging rate, whereas a bidding agent would be forced to discharge at its maximum rate
if its bid was lower than the clearing price (and likewise for charging).

Indeed, our experiments demonstrate the impact of these two advantages that the oracle has over
realistic agents. We show the returns for the oracle, as well as a “follow oracle” agent which submits
bids according to the discretized actions space that tries to mimic what the oracle does. Whenever the
oracle charges, the “follow oracle” agent submits a charge bid, and whenever the oracle discharges,
the “follow oracle” agent submits a discharge bid. The large gap in performance between the
oracle and the “follow oracle” agent suggests that ElectricityMarketEnv is more challenging and
realistic compared to RL environments introduced in previous works (e.g., [14, 15]) which make the
price-taking assumption.

Reward Function. In this section, we describe ElectricityMarketEnv’s reward function in
greater detail. The overall goal of the reward function is to encourage the agent to maximize revenue
while reducing the battery system’s carbon footprint.

The revenue reward term is rR(t) = ptxt, where pt ∈ R is the market clearing price of electricity
(in $/MWh), and xt ∈ R is the dispatch (in MWh) for the agent. When xt > 0, it represents the
amount of energy that the agent is obligated to supply into the grid from its battery; when xt < 0, it
represents the amount of energy that the agent is purchasing from the grid.

The CO2 emissions reward term is rC(t) = PCO2mtxt, which represents the price of CO2 emissions
displaced or incurred by the battery dispatch.

The terminal cost cT (t), which is nonzero only when t = T , encourages the battery to have the same
energy level at the end of the day as when it started. It imposes a cost that approximates the loss in
future return based on the state of charge of the battery’s energy level at the end of the episode.

cT (t) =

{
max(0, pT (eT − e0)/ηc) + max(0,Oracle(eT )− Oracle(e0)), if t = T

0, otherwise

The first term max(0, pT (eT − e0)/ηc) represents the price the agent would need to pay to charge
the battery’s energy level up to its initial level. The second term max(0,Oracle(e0)− Oracle(eT ))
represents the difference in return (under the oracle) that could be received if the agent started with a
battery energy level of e0 vs. eT . Essentially we are assuming that an optimal remaining charge will
be at least half of the maximum capacity, and higher starting charge is always beneficial. Note that
cT (t) = 0 whenever the battery’s final energy is at least half (eT ≥ ē/2), and cT (t) > 0 whenever
the battery’s final energy is less than half (eT < ē/2).

Training. We trained PPO, SAC, and DQN models on either May 2019 (out of distribution) or May
2021 (in distribution) data, then evaluated them on May 2021. PPO and SAC models were trained
on the default continuous action space, and PPO and DQN models were trained on the discretized
actions space. The discount rate was set to γ = 0.9999. We tested learning rates of (1e-3, 1e-4, 1e-5)
for DQN, and (3e-3, 3e-4, 3e-5) for SAC and PPO. Models were trained for up to 1000 episodes,
with early stopping if no improvement was observed for 50 episodes. The results for running the
models on a single episode from May 2021 are shown in Figure A8.

8This comes from claim (1) of Lemma 1 in [14]. However, claim (2) of that lemma is actually incorrect.
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Figure A8: Evaluation of trained RL models on ElectricityMarketEnv on one day in May 2021.
The year in parentheses specifies the data on which the model was trained. For example, “SAC
(2019)” was trained on May 2019 data, while “SAC (2021)” was trained on May 2021 data. On
the left, models were trained with intermediate rewards. On the right, models were trained with all
rewards delayed until the last step of the episode. To keep the figure readable, PPO on the continuous
action space is not plotted here, but the results are nearly indistinguishable from SAC.

Figure A9: Returns from evaluating different algorithms on ElectricityMarketEnv, using data
from May 2021. On the left, models were trained with intermediate rewards. On the right, models
were trained with all rewards delayed until the last step of the episode. The violin plots show the
distribution of returns over 30 episodes with different random seeds. Blue indicates that the model
was trained on data from May 2019 (out of distribution), whereas orange indicates that the model
was trained on data from May 2021 (in distribution).
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