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Abstract

In competitive electricity markets the optimal trading problem of an electricity
market agent is commonly formulated as a bi-level program, and solved as mathe-
matical program with equilibrium constraints (MPEC). In this paper, an alterna-
tive paradigm, labeled as mathematical program with neural network constraint
(MPNNC), is developed to incorporate complex market dynamics in the optimal
bidding strategy. This method uses input-convex neural networks (ICNNs) to rep-
resent the mapping between the upper-level (agent) decisions and the lower-level
(market) outcomes, i.e., to replace the lower-level problem by a neural network. In
a comparative analysis, the optimal bidding problem of a load agent is formulated
via the proposed MPNNC and via the classical bi-level programming method, and
compared against each other.

1 Introduction and Background

Electricity markets, the cornerstone of energy transition, are governed by systematic principles such
as technical constraints and economic objectives. Consequently market actors and policy makers
are interested in defining a mathematical model that well-captures these market dynamics inside
their reward (profit, or social welfare) maximization problem. In power systems, this goal is mostly
achieved by modeling a Stackelberg-game [1] via a bi-level program, which can be further translated
into a single-level mathematical program with equilibrium constraints (MPEC) [2, 3]. This modeling
strategy poses many numerical challenges due to the inherent non-convex and nonlinear nature of the
market clearing (lower-level). Additionally, the lower-level parameters are usually partially known
for the modeler, such as the constraints of the market agents or the "true" (often imperfect) objective
function of the participants.

Reinforcement learning (RL) may be seen as an alternative to the model-based MPEC approach,
leading to a fully data-driven solution method wherein the optimal policy is directly learned from
interactions with the physical environment, as utilized in the works of [4–6]. The RL theory assumes
that the system dynamics do not depend explicitly on time [7]. In a market environment wherein
market dynamics are quickly varying this may jeopardize the speed and quality of the learning process.
Moreover, most RL algorithms consider that the state of the system is fully observable. In reality, a
market agent ignores the operating conditions of its competitors, and must thus cope with a partially
observable system state, which complicates the problem.

Motivated by the above challenges in existing model-based and model-free optimal bidding strategies,
this paper proposes a hybrid modeling strategy that combines the strengths of both approaches by
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recasting the problem as a Mathematical Program with Neural Network Constraint (MPNNC). In
power systems research, solution strategies combining optimization methods with neural networks
(NNs) have been only formulated to capture the feasible space of non-convex optimal power flow
problems [8–11], thus reducing the computational burden. In this work, we instead aim to leverage
the learning abilities of neural networks to propose a data-driven representation of the (imperfectly
known) LL problem in a bi-level structure. In order to enhance the solution quality of the proposed
MPNNC, we employ input convex neural networks (ICNNs) [12], in a similar fashion as they
were exploited for optimal control applications [13–15]. The results of the MPNNC models are
benchmarked against the classical MPEC approach in an ideal simulation environment, where the
MPEC can explicitly capture the market dynamics.

2 Methodology

2.1 The chained input convex NN for capturing the electricity market (represented as an
economics dispatch problem)

Let us assume that the electricity market clearing, formulated as an optimization problem subject
to a set of constraints, characterizes (i) the mapping between its inputs x (e.g. the participant’s
quantity bids: {Gi · AFi ,t ,Dt}, and price bids: cgeni ) and the resulting dispatch (yDP = gi ,t) of the
generation f ED : x 7→ yDP , (ii) the mapping between the resulting dispatch and corresponding price
(λ), which is defined by the merit order curve f MO : yDP 7→ λ. After connecting the two functions,
the relationship between the price formation of the electricity market (EM) and its inputs may be
captured as: f EM : x 7→ λ. The detailed ED problem, describing the simulated environment, is
presented in Appendix A. Since the electricity market price formation may be seen as a composition
of two sub-problems, the proposed NN model also contains two chained learning models.

NN(x , θ) denotes the neural network, where θ refers to the weights W and biases b parameters, and
x to the vector of input features. The optimal weights and biases are obtained in the ex-ante training
that minimizes the mean-squared-error (MSE) loss function: θ∗ = arg miny ||ŷ − y ||22. The training
is split into two parts, (i) fitting the dispatch forecast yED = NNED(θED , x), (ii) fitting the price
forecast given the results of of the forecasted dispatch λ = NNEM(θEM , yED). The structural scheme
of the two connected networks and the optimization of inputs is shown in Figure 1. The resulting
chained model is fitted to forecasts the prices (the output of the lower-level model) the following
way: θ∗ = arg minλ ||

(
arg minyDP ||ŷDP − yDP ||22

)
− λ̂||22. By decoupling the forecaster NN into

two sub-models (dispatch and price formation), the true electricity market mechanisms are better
reflected, and thus the behaviour of the forecaster (NN(x , Θ)) can be better interpreted. Moreover,
the intermediate dispatch variables can be constrained via embedding generator constraints into the
first NN, in a similar fashion as in [16], to enhance both computational performance and credibility
of the LL model. In order to improve the solution quality of the MPNNC model in the subsequent
optimization step, we employ the input convex NNs for both NNs, as introduced in [12], and applied
for OPF optimization in [11].

Fig. 1: Scheme showing the generic setting for the NN-based optimization.
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2.2 Mathematical program with neural network constraints for the optimal bidding
problem of the demand agent

In the bi-level setting, the decision vector of the UL agent Dt , parametrizes the decision space, y ∈ Y ,
of the LL economic dispatch problem (depicted in Appendix A). The demand agent’s optimization
problem (the UL problem) is defined below by Eq. (1-4). Objective function (1) is the summed
cost of the load agent for procuring electricity, i.e., the market price λt multiplied by the requested
electricity Dt . Note that the market price depends on the inputs (x), including the decided quantity
bids (Dt ) of the UL agent. Therefore, including information about how Dt affects λt is beneficial for
the UL agent. Eq. (3) enforces that the chosen demand bid does not exceed a predefined maximum
(Dt), or be negative. Eq. (4), enforces a budget constraint on the aggregated flexibility activation by
imposing that 5% of the overall demand can be shed throughout the day.

MPNNC : min
Dt

C(Dt ,λt(x)) = C(Dt ,λt(x)) (1)

subject to
C(Dt ,λt(x)) = λt(x) · Dt (2)

0 ≤ Dt ≤ Dt (3)∑
t∈T

(Dt − Dt) ≤
∑
t∈T

0.05 · Dt (4)

λt(x) = NN(x , θ) (5)

The above proposed MPNNC model consists the optimization problem of the UL agent constrained
by the chained NN(x , θ) in LL (Eq. 5) that captures the mapping between input variables (Dt ⊆ x)
and the resulting price (λt). Contrary, the classical MPEC model (see in Appendix C) has the set of
KKT conditions (Appendix B) in the LL level.

Compared to the training step, in the MPNNC problem the weights (θ) are fixed in NN(x , θ), whereas
a subset of input variables, i.e., the chosen demand bids are optimized. Given the significantly
reduced number of decision variables compared to the training phase, the Sequential Least Squares
Programming (SLSQP) algorithm is used, which is a second-order (quasi-Newton) optimization
method. It captures curvature information that can lead to quick convergence and high robustness
[17], while reducing the number of manually tuned hyper parameters [18].

3 Solution procedure and Results

3.1 Training the Neural Network model

The training and test results were generated by altering the inputs of the ED model, introduced in
Section A. The CO2 price (pCO2) is set to 25 e /t, while the Value of Lost Load (VoLL) is 1000
e /MWh. The inputs time series of the ED model, namely the load profile and the wind and solar
availability factors are multiplied at each time-step of the day by a normally distributed coefficient
(µ = 1.0,σ = 0.05). This way, 500 altered dispatch profiles, and market price profiles, are generated.
The first 400 are used for training the NN and the last 100 to perform the optimization with both
MPEC and MPNNC models.

The NN weights are optimized by a SGD algorithm using the Adam optimizer [19] to result in the
lowest mean squared error (MSE) w.r.t. the output of the ED model. Each day is handled as an
independent batch, leading to overall 400 batches of size 24. The number of epochs is chosen as 50,
whereas the learning rate is 0.001, for both NNs. Each NN is composed of three layers, from which
the first one is a dense layer and the other two others are input convex layers. All hidden layers have
64 neurons. The NN models are implemented in the Julia programming language [20] using the Flux
package [21]. To interoperate with Python packages, the PyCall package is used.

3.1.1 Learning the economic dispatch model

The first NN is trained to best predict the dispatch profile of the 16 generators, including 14 con-
ventional unit (summarized in Table 1 of Appendix A) and 2 renewable generators. The foretasted
dispatch for the 100th test day (last in the test set), along with the overall (unaltered) system load
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Fig. 2: Comparing the daily cost reductions of both models (MPEC, MPNNC) to the original costs (right figure).
For better illustration, the left figure, only depicts the results of the two optimized costs.)

is shown in Fig. 3 in Appendix D. In order to maintain system balance the stacked dispatch needs
to be equal to the load. While the error for the individual generator’s predicted dispatch may differ,
especially for the ones with smaller capacity as their contribution to the overall MSE is smaller, the
aggregated predicted generation follows closely the load curve. This suggests sufficient accuracy of
the intermediate dispatch forecast. The small error in the predicted generation leads to acceptable
levels of final price predictions, discussed in Appendix E.

3.2 Optimal bidding

In this Section, we compare the results of the proposed MPNNC model to the classical MPEC,
reformulated as MINLP. Opposed to real electricity markets, for the stylized simulation setting, the
MPEC’s lower-level problem representation is exact and the KKT conditions are meaningful, thus
can be used as a performance benchmark. The MINLP is solved by the Gurobi solver [22], using the
non-convex optimization method that guarantees global optimality. However, due to the (i) optimistic
LL response assumed in the MPEC, and (ii) the possibly erroneous initialization of M values, the
MINLP model still might not result in global optimum in some cases. The MPNNC model is solved
via using the optimizer of the scypy library [23], selecting the SLSQP algorithm, introduced in [24].
The tolerance in the MPNNC models is set to the optimality gap of Gurobi: 0.0001.

Table 2 in Appendix F summarizes the average solution time to solve the MPNNC and MPEC models
and the summarized daily cost attained by the two models over the 100 test days. The final costs are
obtained by integrating the load’s quantity bids (i.e., decisions of the optimization) in the ED model.
This process eliminates the inherent biases of the MPNNC and MPEC models, e.g., the optimistic
LL response in the MPEC model. The costs of procuring the demand are substantially reduced by
both models compared to the original (no flexibility activation) case. The strategy obtained by the
MPNNC to procure the load leads to costs around 18 % higher than the MPEC model. Although, the
difference may seem substantial the MPEC can achieve this performance only in the stylized setting.
In addition, there is a clear advantage of the MPNNC model’s solution time.

Fig. 2 shows the evolution of daily costs over the test set (100days). The right hand side shows the
optimized costs (by both MPNNC and MPEC models) in comparison with the original outcomes.
Similarly as in the summarized results of Table 2, the improvement attained by both models is
significant and their differences are not substantial compared to the overall decrease of the cost.
Despite the overall better solutions of the MPEC model, the MPNNC attains lower costs 5 % of the
time. The best performance of the MPNNC model is achieved on day 90, with an improvement of
7.27e5 e w.r.t. the MPEC, and the worst outcome occurred on day 65, with total costs 1.49e6 e
higher than the MPEC. For these extreme days, the optimized bids and resulting market price profiles
are discussed in Appendix F.
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4 Conclusion

In this paper, a learning-based MPNNC model was presented to formulate the optimal bidding
problem of a strategic load agent. Compared to the classical MPEC formulation, the presented
approach has the flexibility to capture real electricity market behaviour in the lower-level, while the
upper-level allows for including various types of constraints and objective functions. In out numerical
analysis, the MPNNC model gets close to the theoretically optimal MPEC, and their difference is
limited compared to the overall improvement in the objective value. As future work, the MPNNC
model should be tested on various less stylized, non-convex, market environments, to support the
proposed method’s real-life applicability.
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A The ED problem describing the LL

Nomenclature
Parameters
AFi ,t Availability factor of unit i in time step t (-)

Gi Capacity of unit i (MW)
cgeni Average generation cost of unit i (e /MWh)
Dt Demand in time step t (MWh)
emi Average emissions of unit i (tCO2/MWh)

pCO2 Carbon price (e /tCO2)
VOLL Value of lost load (e /MWh)
Sets and indices
i ∈ I Set of generators
t ∈ T Time steps
Variables
λt Electricity market price at time t (e /MWh)
enst Energy not served at time t (MWh)
gi ,t Generation of unit i in time step t (MWh)

As discussed in the introduction, the input vector x is a result of many individual agent’s bidding
behaviour, which are driven by different preferences. In addition the feasible region of the problem,
characterized by, e.g., the technical constraints of the dispatched generators yDP ∈ Y DP may not be
fully known by the modeler. Although the NNs in the introduced MPNNC model have the capability
to capture these complex often nonlinear and non-convex dynamics [25], we use a stylized economic
dispatch (ED) model to simulate the environment. The motivation is to have an ideal benchmark to
the presented data-driven MPNNC model, namely the classical bi-level model (MPEC), which can be
solved to global optimality for the stylized environment. The ED model is formulated below:

ED : min
gi ,t ,enst

C(gi ,t , enst) = (6a)∑
i∈ID

∑
t∈T

(cgeni · gi ,t + pCO2 · emi · gi ,t)

+
∑
t∈T

enst · VOLL

subject to∑
i∈I

gi ,t + enst = Dt (λt) ∀t ∈ T (6b)

0 ≤ gi ,t ≤ AFi ,t · G i ∀i ∈ I ,∀t ∈ T (6c)
The objective function, Eq. (6a), accumulates the generation cost along with emission costs of
operating the system and the social cost of the curtailed load, i.e., the energy that is not served.
Constraint (6b) enforces the energy balance for all time steps, while Constraint (6c) represents the
physical limits of the generation units. λt shown on the RHS of Eq. (6b) is the corresponding
dual variable that, by definition, is the market price resulting from the ED model [26]. Problem (6)
represents the electricity market clearing in its simplest form. Firstly, the solution space of the above
ED problem, defined by Eq. (6b-6c) is fully convex, while in reality, due to the unit commitment
decisions, it is nonconvex. Another difference originates from the parametrization of the objective
function that, in practice, results from the imperfect decision making of the market participants.
Representing such strategies is particularly challenging due to the existence of information asymmetry
and the irrational (and possibly dynamic) risk-attitude. Even if the modeler could capture all non-
convexities and represent the "true" underlying decision model of the participants, there may exist
multiple equilibrium to this problem, and they can significantly differ [27].
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Tab. 1: Generator data, used in the economic dispatch model.
number of units cgeni emi Gmin Gmax

CCGT 4 36.36 0.38 0 450
Nuclear 3 9.09 0.0 0 1200
Coal 2 25.0 0.85 0 800
OCGT 5 50.0 0.53 0 50

B KKT conditions of the ED problem

Let us assume that µ, γ denote the dual variables belonging to the LL’s equality and inequality
constraints respectively. Then, the KKT conditions are formulated for a generic optimization problem
subject to equality and inequality constraints (h(y), g(y)) as shown below. The KKT conditions
derived for the ED formulation (6) are presented in Appendix B.

∆yL(y ,µ, γ) = 0 (7a)
γ · g(y) = 0 (7b)
γ ≥ 0 (7c)
g(y) ≤ 0 (7d)
h(y) = 0 (7e)

Eq. (7a) is called the Lagrangian stationarity, while Eq. (7b) the complementary slackness conditions.
Eq. (7c) enforces dual feasibility and Eq. (7d-7e) the primal feasibility of the original optimization
problem. When all Equations of Problem (7) hold, plus the Hessian of the Lagrangian (∆yyL(y ,µ, γ))
is positive definite, the KKT conditions are necessary and sufficient for optimality.

C Bi-level formulation of the optimal bidding problem

In order to maximize its own objective, the UL agent recognizes the dependency between its actions
and the LL market clearing’s outcome f EM : x 7→ λ. This hierarchical relation is a typical instance
of a Stackelberg-game. The leader anticipates the reaction of the follower y(x),λ(x) to its decision x
to maximize its utility (or minimize its cost) C(x , y). Formally, such a game may be written as:

MPEC : min
Dt

C(Dt ,λt(x)) = λt(x) · Dt (8a)

subject to

0 ≤ Dt ≤ Dt (8b)∑
t∈T

(Dt − Dt) ≤
∑
t∈T

0.05 · Dt (8c)

λt(x) = arg max
y

{
f
(
x , y
)

: y ∈ Y(x)
}

(8d)

The difference of the above formulation from the one in Section ?? is that the LL’s response is
explicitly captured as the optimum of Eq. (8d).

Standard practice in the literature is to model and solve such games as mathematical programs with
equilibrium constraints (MPECs). The solution procedure’s first step is to transform the bi-level
optimization problem into the single-level form, via reformulating the LL (the market clearing).
This reformulation may be done by using the Karush-Kuhn-Tucker (KKT) conditions, or by the
primal-dual optimality conditions [2].

For the introduced ED Problem (6), the KKT conditions are necessary and sufficient for optimality.
However after including the non-convex constraints of the participating generators, or modeling their
possibly imperfect bidding behaviour, the KKT conditions would often become neither necessary nor
sufficient.

Assuming that one can find meaningful KKT conditions for the underlying LL problem, it still may be
difficult to solve the MPEC to global optimality due to two numerical issues both the complementary
slackness conditions and the objective function consists of nonlinear and non-convex terms. To
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approximate the bi-linear constraints, we use a mixed integer reformulation that is often referred to as
bigM method [28]. The resulting problem is an exact reformulation of the original problem, if the M
parameters are appropriately chosen. However, as pointed out in [29], this is a non-trivial task. In our
case, the nonlinearities in the objective function are not further linearized as in [2], because Gurobi’s
noncovnex solver handled the resulting MINLP efficiently and it guarantees global optimality.

D Predicted generation dispatch

Fig. 3: Stacked plot of a given arbitrarily selected day’s predicted dispatch for all conventional generators
(shown by blue colors) and for all renewable generators (shown by green color). The aggregated load is indicated
by the black dotted line.

E Learning the price model

As second learning step, the resulting market prices are predicted from the dispatch prediction
generated by the first NN. After training the second network, it is chained with the first one to capture
the relation between the input series (load, RES generation), and the resulting prices (Fig. 1). While
achieving the best forecasting performance is not the main focus of this paper, a certain accuracy is
desired for a well-performing MPNNC model as the dynamics of the underlying price formation
are based on the trained NN. Fig. 4 shows that the price profile of the 50th test day is very closely

Fig. 4: The scaled price forecast of the 50th and 100th day of the test set. The scaling was done by dividing all
values by the maximum observed price (the VoLL).

captured. Both the peak and the off-peak prices are well-represented by the prediction, suggesting
that price fluctuations are captured by the trained NN. On the contrary, the predictions made for the
100th test day show larger errors, by overestimating the first peak and creating another price spike
that did not occur. Overall the average daily MSE was 0.00289 with a standard deviation of 0.00214,
while day 50 had a MSE of 0.00040, and day 100 had a MSE of 0.00232.
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F Bidding behaviour of specific days

For day 65, where the MPNNC model had the best performance, it is visible that the submitted load
bids (top Figure) deviate from the original load at around the same time intervals (at around noon and
in the evening). The resulting price profiles (bottom Figure) show that the MPNNC model reduces
the price to below 10 e per MWh from 45 e per MWh between 11:00 and 20:00, while the MPEC
achieves the same reduction in a shorter time window (19:00-22:00). Looking at the opposite case, in
which the MPNNC performed the worst compared to the MPEC model, it can be noted that the price
cap (1000 e per MWh) that was reached in the beginning of the day, was reduced by both models.
In the second half of the day, however, the MPEC model manages to keep the prices low for a longer
time horizon, resulting in superior performance. The fact that the MPNNC model did not manage to
exploit the same price reduction opportunity in the second half of the day, is due to utilizing more
flexibility than needed to (i) avoid the price hitting the price cap, (ii) to achieve a small price decrease
at 8:00.

Fig. 5: The best (right two sub-figures) and worst performing days of the MPNNC model compared to the
MPEC’s performance.

Tab. 2: The summarized and mean solution times and summarized costs of the MPNNC and MPEC models.
Original MPNNC MPEC

Sum Time (s) - 52 1196
Avg. Time (s) - 0.5 12
Sum Cost (e ) 1.09e9 6.76e8 5.58e8
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